
A Three-Site Reproduction of the Joint Simon Effect with the
NAO Robot

Megan Strait
The University of Texas Rio Grande Valley, Edinburg, TX

megan.strait@utrgv.edu

Florian Lier1,2
1Corporate Research, Robert Bosch GmbH, Germany

2Bielefeld University, Bielefeld, Germany
florian.lier@de.bosch.com

Jasmin Bernotat, Sven Wachsmuth, Friederike
Eyssel

Bielefeld University, Bielefeld, Germany
{jbernotat,swachsmu,feyssel}@techfak.uni-bielefeld.de

Robert Goldstone, Selma Šabanović
Indiana University, Bloomington, IN

{rgoldsto,selmas}@indiana.edu

ABSTRACT
The generalizability of empirical research depends on the repro-
duction of findings across settings and populations. Consequently,
generalizations demand resources beyond that which is typically
available to any one laboratory. With collective interest in the joint
Simon effect (JSE) – a phenomenon that suggests people work more
effectively with humanlike (as opposed to mechanomorphic) robots
– we pursued a multi-institutional research cooperation between
robotics researchers, social scientists, and software engineers. To
evaluate the robustness of the JSE in dyadic human-robot inter-
actions, we constructed an experimental infrastructure for exact,
lab-independent reproduction of robot behavior. Deployment of
our infrastructure across three institutions with distinct research
orientations (well-resourced versus resource-constrained) provides
initial demonstration of the success of our approach and the degree
to which it can alleviate technical barriers to HRI reproducibility.
Moreover, with the three deployments situated in culturally dis-
tinct contexts (Germany, the U.S. Midwest, and the Mexico-U.S.
Border), observation of a JSE at each site provides evidence its
generalizability across settings and populations.
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1 INTRODUCTION
Failures to reproduce well-accepted phenomena, particularly within
the psychological sciences (e.g., [7, 14, 20]), have prompted wide-
spread and ongoing concern regarding knowledge derived from
empirical research (e.g., [2, 11, 25, 26]). Because reproduction is nec-
essary to generalize beyond singular studies (e.g., across settings
and populations distinct from that of an originating investigation),
the dearth of such work has further amplified concern and called
into question the reliability of extant literature (e.g., [1, 21, 24]).

Reproductions, however, are resource-intensive. For example,
merely repeating an original experiment requires duplicate effort
and resources including time, participants, and materials to execute.
Moreover, as stand-alone work, reproductions garner less recogni-
tion and face greater difficulty in publishing (e.g., [16, 17, 31]).

Further challenges arise in reproducing human-robot interac-
tion research. For example, reproduction of robot behavior relies
on the accessibility of robotics hardware and software systems. A
recent investigation of code reusability found, however, that only
16 of the 800 papers published in the 2017 Proceedings of the IEEE
International Conference on Robotics and Automation referenced
source code that could be successfully built and run [8]. Further
highlighting the unavailability of even contemporary software sys-
tems, just one of the 16 papers referenced source code that could be
run off-the-shelf; the other 15 required extensive, non-automateable
work to comprehend, supplement, and execute their code.

But with applications in areas such as education [4], eldercare [6],
and healthcare [34], the reproduction of HRI research is especially
critical. In particular, robotics holds great promise for providing
societal benefits and addressing concerns that, through the types
of services robots are expected to offer, implicate a broad range
of stakeholders including vulnerable users such as children and
older adults (e.g., [33]). Recent work indicates, however, that peo-
ple’s perceptions of robot designs and uses can vary significantly
between users (e.g., [27]). For example, relative to standard conve-
nience samples (i.e., young adults), children and older adults both
exhibit distinct responses to robots (e.g., [28, 32, 40]). To develop
robotic technologies that are effective for all thus requires careful
consideration of the generalizability of findings across populations.

https://doi.org/10.1145/3319502.3374783
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Present Work
With collective interest in working toward generalizable theories
of human-robot interaction and speci�c interest in the design im-
plications of thejoint Simon e�ect (JSE), we pursued a multi-
institution research cooperation between roboticists, social sci-
entists, and software engineers in order to investigate the repro-
ducibility of the JSE in dyadic interactions with the NAO robot. Our
primary contributions are as follows:

(1) Practicalapplication of a semi-automated approach to de-
velop, deploy, and conduct human-robot interaction ex-
periments based on an existing software tool chain for repro-
ducible robotics experiments ([30]). This includes setting up
and demoing transferability of a site-independent experimental
architecture, the robot's behavior and coordination, as well as
stimuli presentation and data acquisition.

(2) Execution ofthree conceptual reproductions of the exper-
iment by Stenzel et al. (2012), which suggests that human-
like robots are better suited for human-robot teaming than
are mechanomorphic robots. The reproductions provide initial
demonstration of thee�cacy of our technical approachin en-
abling HRI reproducibility and evidence of therobustness of the
joint Simon e�ectto situational and cultural variability.

Overall, we aimed to addressmultiple levels of depth of both
technical and experimental reproducibility via a multi-site de-
ployment of our infrastructure across two distinct institutional
pro�les (well-resourcedvs.resource-constrained) and three distinct
cultural contexts (Germany, theU.S. Midwest, and theMexico-U.S.
Border). In total, the work comprises three conceptual reproduc-
tions of [38] and three validations of our technical approach via
internal deploymentof our infrastructure at Bielefeld University,
external deploymentat Indiana University (a university with a com-
parable institutional pro�le to that of Bielefeld University), and
external deploymentat the University of Texas Rio Grande Valley (a
university with limited institutional support for robotics research).

2 JOINT SIMON EFFECT
TheSimon e�ectrefers to the phenomenon wherein spatial congru-
ence between a stimulus and the response facilitates task perfor-
mance [37]. For example, in a visual formulation of the correspond-
ing task paradigm (the Simon task), a person is presented with one
of two stimuli (e.g., square and diamond) on either the left or right
of a display. Tasked with manually responding to the stimuliin a
spatially de�ned manner(e.g., press the left button if the stimulus
is a square and the right button if the stimulus is a diamond), faster
response times are observed when the stimulus and response are
spatially congruent (e.g., a square, cuing aleft press, is presented
on the display'sleft ) than when they are spatially incongruent (e.g.,
a square, cuing aleft press, is presented on the display'sright ).

If the Simon task is modi�ed such that the spatiality of responses
is eliminated by making a person responsible for responding to
just one of the two stimuli (i.e., anindividual Go/No-Go Simon task),
the Simon e�ect disappears [22]. Yet, if the Simon task is instead
distributed between two people (i.e., ajoint Go/No-Go Simon task),
people are faster to respond to stimuli aligned with themselves than
to stimuli aligned with a co-actor despite being responsible for just

Figure 1: Joint Simon Task (from left to right): Standard
(human-human) task setup; setup of the present investiga-
tion, involving Softbank Robotics' NAO; and setup of the
original HRI study by Anna Stenzel and colleagues ([38]), in-
volving the in-house robot Tombatossals[10].

one of the two stimuli � re�ecting a facilitatory in�uence of spatial
congruence referred to as thejoint Simon e�ect ([13, 35]).

2.1 Action Co-Representation
In both individual and joint versions of the Go/No-Go Simon task,
a person's task is identical: operate just one button and attend to
just one of the two stimuli. For example, in theindividual version,
if a person (A) is tasked with responding to squares they respond
when a square is shown (Go) and refrain when a diamond is shown
(No-Go). In the joint version, a second person (B) is tasked with
responding to the other stimulus (e.g., diamonds). The presence of B,
however, does not change A's task: A goes when a square is shown,
while B refrains, and when a diamond is shown A refrains while B
goes. Observation of a Simon e�ect in the joint task has thus been
interpreted as implicative ofaction co-representation (i.e., both
co-actors cognitively represent the actions of the other as if each
person is in charge of the full, undivided task [35, 36]). Per this
account, representation of the actions of the co-actor reintroduces
the spatiality of responding and stimulus-response correspondence
(where stimuli aligned with oneself are spatially congruent and
stimuli aligned with the co-actor are spatially incongruent), despite
individuals controlling just one response button.

2.2 Implications for HRI
Subsequent exploration of the joint Simon e�ect wherein the ontol-
ogy of one of the co-actors was manipulated (as human/humanlike
or not) initially suggested a restriction of the phenomenon to con-
speci�cs (i.e., cognitive co-representation occurs only in joint action
with other people). For example, replacement of one of the co-actors
with a humanlike versus non-human hand was found to produce
a JSE only when the task was completed alongside the humanlike
hand [41]. Similarly, completion of the task with anunseen co-actor
� described as either a person or a computer � was found to yield a
Simon e�ect only with the �human� co-actor, despite the fact that
the unseen co-actor was a computer in both conditions [42].

Preliminary investigation of the joint Simon e�ect in human-
robot dyadic interactions, however, implied action co-representation
to extend at least to humanoid robots [38]. Speci�cally, despite re-
placement of one of the two co-actors with the humanoid robot,
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Tombatossals([10]; see Figure 1: right), a JSE manifested. Additional
manipulation therein of the cognitive framing of the robot (by ver-
bally describing Tombatossals as more or less agentic) resulted in
increased attributions of intentionality to the robot's behavior and
ampli�cation of the joint Simon e�ect [38].

These �ndings suggest that human-robot teaming may be facili-
tated by framing robot co-actors as more agentic. Given that human-
like designs foster attribution of human traits such as agency (e.g.,
[19]), they also imply that humanlike robots are better suited for
collaborative tasks with people than are mechanomorphic robots.
But absent reproduction, the �ndings of [38] remain preliminary
with their robustness and generalizability uncon�rmed.

3 METHOD
To investigate the robustness of the joint Simon e�ect (JSE) in
human-robot dyads, three experiments were designed to reproduce
the method and procedure of the originating study ([38]) as exactly
as possible.1 Based on the �ndings of [38], we had two predictions:

� H1: Assuming the joint Simon e�ect is robust to situational and
cultural variability (i.e., generalizes across settings and popula-
tions), we expected a signi�cant main e�ect ofstimulus-response
compatibility, wherein participants respond faster to spatially
congruent versus incongruent stimuli, across the three sites.

� H2: Given the additional manipulation of the robot'sagencyin
[38], which showed that framing the robot as more agentic pro-
duced a stronger JSE, we also examined the association between
participants' attributions of agency to the NAO and the di�erence
in response time to spatially incongruent and congruent stimuli
(� RT), anticipating a positive relationship between the two (i.e.,
greater agency attribution corresponds to a larger� RT).

3.1 Sites
Three research teams (one per data acquisition site) participated
in the conceptualization, implementation, and execution of the
experiments. The speci�c institutional composition � Bielefeld Uni-
versity (Site 1), Indiana University (Site 2), and the University of
Texas Rio Grande Valley (Site 3) � enabled investigation of tech-
nical and empirical robustness to variation across multiple factors
of potential relevance (cultural a�liation , research orientation, and
robotics exposure). While all three institutions are relatively large,
public universities, each is situated in a distinct cultural context:
Germany(Bielefeld University), theUnited States Midwest(Indiana
University), and theMexico-U.S. Border(the University of Texas
Rio Grande Valley). The three institutions also span distinct re-
search orientations, where Sites 1�2 (both doctoral degree-granting
institutions with high levels of research activity) are relativelywell-
resourcedandresearch-orientedin comparison to Site 3, which is a
relatively resource-constrained, primarily undergraduate institution.
Moreover, assessment of participants' prior experience with robotic
technologies re�ected greater exposure at Site 1; whereas direct
exposure at Sites 2�3 remains relatively limited to date (see Table 1).

1Because of the unavailability of the original robot (Tombatossals), we instead used
the NAO robot which was available at all three cooperating sites and o�ered greater
comparability to existingand future HRI literature due to its accessibility and broader
adoption. In addition, unlike [38] (wherein participants' position relative to the ro-
bot was �xed), we manipulated participants' positioning (between-subjects) so as to
minimize its in�uence as a potential confound in the data.

Table 1: Participant demographics (sample size, mean age,
and the proportion of participants who recognized the NAO
and had prior direct exposure/s to robots) by site.

N Mage � 1SD NAO Familiarity Preexposure

Site 1 47 24:61� 4:01 45% 47%
Site 2 51 19:51� 2:39 4% 2%
Site 3 72 21:72� 4:41 29% 1%

3.2 Procedure
Upon arrival to the given laboratory, prospective participants were
greeted by an on-site researcher and read the Site's consent form.
After providing informed consent, the on-site researcher led the
participant to the testing room (where the NAO and task were
already set up and calibrated). In the testing room, participants
were seated next to the NAO (either to the NAO's left or right
depending on the session's physical setup; see Figure 1) and the
NAO was introduced to the participant as their task partner with
no further description or detail. Participants were informed that the
monitor would display instructions as to how to proceed through
the task, followed by the task itself, and once the participant was
comfortable and ready to begin, the researcher triggered the start
of the instructions and left the room to give the participant privacy.

3.2.1 Setup.The testing station was equipped with a table, moni-
tor, computer, two side-by-side chairs (one of which served to seat
the NAO and the other remained available for participants), and
two keyboards (one for the robot's responses and the other for that
of the participant; see Figure 1).

To enable the NAO to consistently respond toGotrials, it was
programmed to move its left hand (if seated to the participant's
right) or right hand (if seated to the participant's left) at the start
of the task to hover above the keyboard. From there on, whenever
the NAO received a triggering signal, it extended its arm down to
depress the space bar with its �ngers and then back up to the hover
position. The NAO was otherwise kept still.

Like [38], we additionally programmed the robot to (1) randomly
err (e.g., go on a no-go stimulus) in 1.6% of the trials and (2) mirror
the variability in human response times with the NAO programmed
to achieve a mean response time of400msand standard deviation
of 60msacross responses (range:300ms� 499ms). Overall, this well
approximated the observed response behavior of our participants
(M = 397ms; SD= 48ms; range:311ms� 723ms).

3.2.2 Task.Following the instructions and a set of practice trials,
the joint Simon task was run wherein participants were instructed
to respond by pressing the spacebar of their keyboard as fast and as
accurately as possible whenever a square was presented. The NAO
was responsible for and programmed to respond to the stimuli that
were diamonds (squares rotated90� ) by pressing the spacebar of
its keyboard using its left hand (when seated on the right) or right
hand (when seated on the left). The task contained512trials total
(256Gotrials per agent), with breaks after every128trials.

3.2.3 Trial Structure.As per [38], each trial began with a �xation
point for 250ms followed by the stimulus presentation (250ms).
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Both the stimulustype(square or diamond) and spatial positioning
(centered on either the left or right half of the screen) were ran-
domly interleaved. Correct responses were de�ned as responses to
Gotrials given within 1800msof the stimulus presentation. After
either a response was provided or the response window expired,
correctness was depicted via the �xation point which either turned
green, indicating correctness, or red, indicating an error, for300ms.
A rest period of1850msthen followed to separate each trial.

3.2.4 Post-Task.At the task end, participants were instructed to
inform the researcher (waiting in an adjacent room). The researcher
then provided access to, as well as privacy again while completing, a
post-task questionnaire. At the end of the participation, participants
received 8e (Site 1) or course credit (Sites 2�3).

3.3 Software Setup
With exact reproduction of robot behavior and lab-independence
as primary needs in the experimental reproductions of [38], we
imposed the following requirements on the development of our
technical approach:a) the physical setup, software deployment
and experiment execution must be able to be carried out solely
based on instructions provided by online documentation � similar
to supplemental material of a regular publication, andb) the entire
setup must be deployable by scientists within the multidisciplinary
scope of HRI including (e.g., non-robotics researchers).

To con�rm the e�cacy of our technical approach in enabling in-
dependent reproductions of [38], we produced a document to serve
as the primary resource in the three deployments (see Section 7).
The document includes, in addition to the hardware requirements,
the recommended network topology, instructions regarding the
physical setup, instructions on deploying our software toolchain for
reproducible robotics experiments (see Section 3.3.2) and setting up
and executing the experiment on a single machine (e.g., a laptop).

3.3.1 Robot Control & Stimuli Presentation.The experiment's soft-
ware stack consisted of stand-alone components to calibrate and
control the NAO robot, as well as to display visual stimuli. The
NAO network setup, calibration, and motion control were realized
by implementing Softbank's o�-the-shelf NAOqi 2.4.3 API2 with
the intent to build on a publicly available library. In particular,
we implemented a calibration GUI including guided step-by-step
instructions for the NAO's left and right arm with regard to its
positioning relative to the keyboard. Furthermore, a NAOqi web
bridge was realized providing a REST interface to thelibqi motion
API. Crucial parameters, such as joint sti�ness and velocity were
hardcoded in the control component.

In order to display the visual stimuli and record participant
responses, we usedjsPsych� a JavaScript framework for creat-
ing web-based behavioral experiments [12]. Functionality within
jsPsych includes, for example, trial ordering, recording data, and
exporting data via direct browser download to CSV �les. We fur-
ther augmented jsPsych using its plug-in architecture to trigger the
NAO's movement (i.e., a key press during a participant'sNo-Gotrial
in the context of the joint Simon task) from the jsPsych timeline by
invoking a REST call to the web bridge.

2http://doc.aldebaran.com/2-4/naoqi/index.html

Figure 2: Simpli�ed overview of the NAO-JSE setup.

3.3.2 Reproducible Deployment & Execution.With the aim of de-
ploying and conducting the joint Simon experiment identically at
all three sites, we used theCognitive Interaction Toolkit(CITK; [30]).
The CITK, which encompasses a software toolchain embedded in
an iterative development process, is explicitly designed to facilitate
reproducibility of software-intensive robotics and human-robot
interaction experiments (see, for example, [29, 30]).

The core of the CITK is a �le-based and machine-interpretable
software system composition approach to alleviate systematic ag-
gregation and deployment of experiment-relatedartifacts, such
as software components (i.e., programs), datasets, documentation,
con�guration/parameter �les, and executable experiment work-
�ows. In the CITK ecosystem, these artifacts are represented by
text �les (YAML), so-calledrecipes. For example, a recipe consti-
tuting a software component merely includes a reference to the
corresponding source code repository (see Listing 1, line 5), avail-
able versions (lines 6-8), and the nature of the project in the form
of a corresponding template (e.g,cmake-catkin; lines 1-3).

Thus, recipes represent distinct research artifacts and their prop-
erties such as type and nature. Templates, in contrast, implement
howto process the associated recipe (e.g, how to download, com-
pile, install, or patch it). For instance: a software component recipe
includes the cmake-catkin template. The template, in turn, imple-
ments the necessary information how to compile, test, and install
software that makes use of the catkin build systemin general.

1 templates:
2 - cmake-catkin
3 - base
4 variables:
5 repository: https://opensource.cit-ec.de
6 branches:
7 - master
8 - v1.0

Listing 1: Example of a CITK recipe's YAML �le. The ap-
proach follows minimalist standards which serve to reduc-
ing the e�ort needed to integrate existing software.
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Figure 3: CITK development process: from artifact aggrega-
tion Ê to deployment Ë, execution Ì and re�nement Í

Application of a template-based approach introduces the follow-
ing bene�ts with respect to reproducible software:(i) templates are
usually written by experts. Hence, in the above case for instance, a
researcher does not need to become an expert in software engineer-
ing to make use of/integrate catkin-built software. Consequently:
(ii) artifact-speci�c best practices are transparently implemented
and applied by default;(iii) error prone redundancy (e.g, for artifact
con�guration) is mitigated;(iv) templates are highly reusable and
can be added, extended, replaced, and combined immediately; and
(v) recipe code, usually written by researchers, is minimal which
reduces e�ort and provides a lower level to entry.

Moreover, recipes of diverse type are usually added to a compos-
ite representation, calleddistribution. Like recipes, distributions are
YAML �les; they represent a software system and must comprise
all artifacts that arerequired to execute an associated experiment.
More precisely, all recipes incorporated in a distribution �le must
reference aversion , i.e,id @version (see: �gure 2). Finally, recipes,
templates, and distributions are stored in a public git repository
which permits versioning of the aforementioned �les, as well as
public access, participation, and contribution (see Section 7).

3.3.3 JSE-NAO So�ware Stack.Initially, all components (see Sec-
tion 3.3.1) were integrated into the CITK by creating one recipe per
artifact and a corresponding distribution �le (see Figure 3, stepÊ).

In the subsequent step (Ë), we utilized two additional tools bun-
dled with the CITK (which is downloaded in the form of a single
archive). Thebuild job generator(a) was applied to automatically

1 [...]
2 versions:
3 [...]
4 - aldebaran-naoqi-sdk-python27@2.4.3.28
5 - jsp-nao-calibrate@master
6 - jspsych@master
7 - runnable-remotelab-jsp-nao-calibration@master

Listing 2: Abbreviated CITK distribution �le. It references
multiple research artifact versions that constitute the soft-
ware system aspect of the JSE-NAO experiment.

add build jobs to aContinuous Integration (CI) server(b; see [15] for
further details). In particular, the build job generator analyzes all
recipes, and thus, all associated templates of the target distribution.
The following information is assembled per artifact:(i) how the arti-
fact must be deployed;(ii) what version of the artifact is requested;
and(iii) what are its dependencies (e.g., location in the calculated
build job dependency tree and required OS packages). Subsequently,
the generator applies this information to automatically instantiate
and con�gure one job per artifact.

In the CITK ecosystem, the CI server acts as an easy-to-use
interface forinterdisciplinaryresearchers since it provides a web-
based GUI where all jobs, applicable actions (e.g., run/stop job), and
statuses (e.g., success, failed, aborted) are itemized (see Figure 4).
Speci�cally, expert knowledge (e.g., of software compilation and
deployment) is abstracted away in the build jobs' con�guration.
Jobs are readily triggered by activating them in the GUI and since
an experiment may comprise tens, or even hundreds, of distinct
artifacts, a special orchestration and experiment execution job are
created. Once the orchestration job is activated, all associated jobs
are triggered in thecorrect order (i.e., adhering the dependency
graph) to ensure accurate deployment of the target software system.

In order to run the experiment, a researcher activates theexecu-
tion jobin stepÌ which, in turn, invokes an experiment work�ow.
The experiment work�ow implements a state machine-based ap-
proach to con�gure and start all required software programs that
comprise the software-centric aspects of the experiment. It handles
process spawning, error reporting, and safe shutdown of incor-
porated programs. In the development phase, this step is used to
test and re�ne the software components driving the experimental
procedure. Therefore, if necessary, changes to the source code can
be pushed directly to the origin repository and immediately ap-
plied (i.e., redeployment using the CI server) in stepÍ . Moreover,
if required, new recipes can be added by iterating on stepsÊ+Ë.

3.4 Participants
In recruiting participants, e�ort was made to match the sample
size of each of the three sites to that of the originating study (N =
48; [38]). To con�rm this would be su�ciently sensitive to the
magnitude of the joint Simon e�ect, we ran a high-powered power
analysis (1� � = :95) assuming an e�ect size directly computed from
that reported in [38] (� 2

p = :31=) f = :67) and with � cr it = :05.
Calculated in g*Power [18], with F tests as the test family and
two conditions in the experimental design (responses to spatially

Figure 4: CI server front-end. From left to right: status and
trend, name, last runs, and execution. Calibration and the
experiment are started by triggering the last two items.
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congruentvs.incongruentstimuli), the analysis produced a lower
bound of32thus con�rming N = 48to be su�ciently powered.

Participants were recruited via convenience sampling at each
site (i.e., advertisement to the corresponding student body).3 In
total, 170students participated across Sites 1-3 (N1 = 47, N2 = 51,
andN3 = 72). Ages ranged from 18 to 41 years old (Mage = 21:84,
SD = 4:24) and gender identi�cation re�ected relatively equal
participation by men and women (Nmen = 74, Nwomen = 81,
Nnonbinar y = 1, andNN R = 14). Participants' cultural identi�ca-
tion mirrored that of the institutions' geographic situation, with
consistent monocultural identi�cation across Sites 1�2 (87%of Site
1 participants identi�ed as German and82%of Site 2 participants
identi�ed as American4) and bicultural Mexican-American identi-
�cation at Site 3 (42%of participants identi�ed as American,29%
as bicultural Mexican-American, and18%as Mexican). Except for
Site 3, wherein participants largely identi�ed as Hispanic (80%) and
people of color (87%), ethnic and racial identi�cation were not ex-
pressly recorded for Sites 1�2. It is assumed, however, that the Site
1�2 demographics re�ected those of the corresponding institutions
(i.e., predominately non-Hispanic and White).

3.5 Measures
During the joint Simon task, we recorded participants'response
time (RT) � de�ned as the time it took to respond since the start
of the stimulus presentation on eachGotrial (i.e., trials wherein
participants were prompted to respond). Correspondingly, onlyGo
trials � excluding those wherein participants failed to respond �
were retained for analysis. The retained RT data were then pre-
processed and analyzed exactly in accordance with the procedures
described by Stenzel and colleagues ([38]). For each participant:

� We calculated themedianRT for trials wherein the spatial posi-
tioning of the stimulus wascongruentto the participant's position
and for trials wherein the stimulus was spatiallyincongruent.

� A di�erence measure (� RT) was computed as the di�erence be-
tween these two medians (i.e.,RTincongruous � RTcongruent ).

Following the task, we recorded participants' responses to a
questionnaire containing standard demographic items (e.g., age,
gender, cultural identi�cation) and two Likert-type items designed
by Stenzel and colleagues [38] to measure participants' attribution
of intentionality to the NAO (�the robot acted intentionally� and �the
robot decided actively when to respond to a stimulus�). Responses
to the items were solicited with a 5-point scale (from �disagree� to
�agree�) and averaged to produce a composite score (ofintentionality
attributed to the NAO). This measure served in testingH2 (whether
the JSE is associated with intentionality ascribed to the co-actor).5

3Study sessions were held until: the originalN (48) was thought to be met (Site
1; N = 47): the originalN was met,excluding3 sessions in which recording errors
occurred (Site 2;N = 51); and all interested participants had been run (Site 3;N = 72).
4Although �American� encompasses all American identities (e.g., Canadian, Mexican,
United Statesian), given its widespread colloquial usage to imply �United Statesian�
(cultural identi�cation of being of/from the US), we have similarly adopted it here.
5Given the opportunity in data collection created by the three-site endeavor, several
additional constructs were included within the questionnaire to measure participants'
experiences in the study toward subsequent exploration of normative values, internal
consistencies, and implications for HRI. The full set of items, sources, and clustering by
constructs are reported in Appendix A. As these items were exploratory and disjoint
from the present work, however, they were not included in the reporting here.

4 RESULTS
We analyzed the data, by site, in relation to our two predictions
derived from the �ndings in [38]. Assuming the JSE is robust to sit-
uational and cultural variation, we expected participants' response
times to spatially congruent stimuli to be signi�cantly faster than
those to spatially incongruent stimuli (H1). Moreover, assuming
the JSE is tuned tosocial otherssuch that greater agency facilitates
action co-representation thus amplifying the JSE, we expected to
�nd a signi�cant, positive correlation between participants'� RT
and their ratings of the NAO's intentionality (H2). All analyses and
results are publicly available and reproducible via CodeOcean.

4.1 Joint Simon E�ect
During the initial deployment of our system infrastructure (inter-
nally at Site 1) and at the start of the �rst external deployment (Site
2), errors arose in recording data such that response time data from
10participants (N1 = 7 andN2 = 3) were not saved. In addition, as
per [38], participants with a� RT that fell � 2:5 standard deviations
from the group mean were excluded from further analysis. This
resulted in the exclusion of one participant from Site 1 and one
participant from Site 2. Thus the �nal, adjusted sample sizes of Sites
1�3 in hypothesis testing were:N = 39, 47, and72respectively.

To evaluate the e�ect ofspatial congruence between a stimu-
lus and a participant's position, we conducted an analysis of vari-
ance (ANOVA) on response time data. With three independent
datasets, we conducted a total of three ANOVAs in testingH1 with
spatial congruence(congruentvs.incongruent; within-subjects) and
participant position(left vs. right; between-subjects) included as
independent variables in the statistical model (see Table 2).

Consistent with [38] and the broader JSE literature, the data from
all three sites showed a signi�cant main e�ect of spatial congru-
ence on response time (ps < :02). As expected, participants were
faster to respond to spatially congruent stimuli than they were
to respond to spatially incongruent stimuli (ds > :37). Thus,H1
was supported. Moreover, we did not observe a signi�cant main
e�ect of participants' positionrelative to the robot (ps > :10), nor a
signi�cant congruence� positioninteraction (ps > :07).

To explore whether any di�erences manifested due to the setting
or cultural context in which data were acquired, we ran a further
ANOVA with site (1, 2, or 3) included as an independent variable
(in addition tospatial congruenceandparticipant position); however,
no signi�cant main or interaction e�ects emerged (ps > :07). While
the absence of signi�cance is not in itself evidence of absence, these
�ndings lend further support to the robustness of the joint Simon
e�ect in the context of dyadic human-robot interactions � across
three distinct settings and participant populations.

4.2 Association with Agency
In the original investigation, the framing of the robot co-actor
(Tombatossals) was manipulated by describing it to participants
as being more or less agentic. Participants to whom Tombatossals
was introduced as more agentic attributed greater intentionality
to the robot. Importantly, a larger joint Simon e�ect was observed
in their response times to the stimuli as well [38]. Based on this
�nding, we hypothesized that the joint Simon E�ect (� RT) would
positively correlate with the intentionality attributed to the NAO
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Table 2: Results of hypothesis testing (H1). Inferential and
descriptive statistics (from left to right): Main effect of con-
gruence on reaction time (F ), degrees of freedom of the
denominator (DFd), significance (p), effect size (partial η2);
mean difference in RT between incongruent and congruent
trials (i.e., joint Simon e�ect; M∆RT ), standard deviation (SD),
and magnitude of the paired difference (Cohen’s dz ).

F DFd p η2p M∆RT SD dz

Site 1 25.27 37 < .01 .40 9.74 ms 12.48 ms .78
Site 2 6.36 45 < .02 .12 5.40 ms 14.59 ms .37
Site 3 22.20 70 < .01 .24 6.72 ms 12.04 ms .55

by participants here (H2). Due to researcher error, the two question-
naire items indexing participants’ attributions of intentionality to
the NAO were absent from those used at Sites 1–2. Consequently,
data from Site 3 only were available for testing of H2. Analysis of
that data revealed that while participants, on average, ascribed in-
tentionality to the NAO (M = 1.43, SD = .75) on a scale from �2 =

“disagree” to 2 = “agree”, Pearson’s Product-Moment Correlation
test of the relationship between attributions and their ∆RT , how-
ever, did not show a significant association: t„70” = �1.30 (p = .19).
Thus, support was not found for H2.

5 DISCUSSION
The aim of the present work was to investigate the joint Simon effect
in dyadic human-robot interactions. To that end, we constructed
an experimental infrastructure to enable exact, lab-independent re-
production of robot behavior and we deployed it across three sites
comprising two distinct institutional profiles and three distinct
cultural contexts, thereby addressing multiple levels of both em-
pirical and technical reproducibility. In total, we carried out three
conceptual reproductions of the experiment by Stenzel et al.
(2012). The reproductions also served as three demonstrations
of our technical approach: internal deployment of our infras-
tructure (Site 1), external deployment at a university with a similar
institutional profile to that of Site 1 (Site 2), and ecological validation
via deployment at a university with limited institutional resources
for supporting robotics research (Site 3).

5.1 Summary of Findings
Across all three sites, we observed a significant main effect of spa-
tial congruence – i.e., a joint Simon effect (H1). Simultaneously,
we did not find participants’ positioning relative to the robot or
the site of data acquisition explained the difference in response
times to congruent (vs. incongruent) stimuli. To summarize, we
find that: (i) the JSE reliably manifests in people’s completion of
the joint Simon task with the NAO robot; (ii) the JSE is robust to
the variability encapsulated by the composition of sites at which
data was collected; and (iii) alternative factors (i.e., positioning,
site) do not suffice to account for the effect. With the three sites
representing distinct settings, culturally distinct populations, and
different degrees of exposure to robotic platforms, these findings,
in turn, suggest that the joint Simon effect generalizes across
both settings and populations.

We did not, however, observe a significant association between
participants’ ascriptions of intentionality to the NAO and the dif-
ferences in response time to congruent versus incongruent stimuli
(∆RT ). Thus, support was not found for H2. Because the data from
Sites 1–2 were not available for this analysis, we do not know
whether significant associations between intentionality ascriptions
and ∆RT for those participants exist. Nevertheless,we did not find
evidence that the joint Simon effect is amplified by percep-
tions of agency in one’s co-actor on the task.

There are two possible interpretations of this finding: either no
association exists or our method here was insufficient for detecting
the association. Lacking additional data, we are unable to determine
whether our observation at Site 3 mirrors that which we might find
at the other sites (suggesting the finding to be a true negative), or
whether the other sites differ (suggesting the finding to be a false
negative). It may also or alternatively be that the Site 3 data are
constrained by a ceiling effect, as participants’ responses reflect
a high degree of intentionality attributed (Mratinдs = 1.43 out of
2.00 maximum). Moreover, there is limited variance in participants’
responses (SD = .75). Thus, explicit manipulation of the robot’s
intentionality may be necessary (e.g., to induce sufficiently different
attributions) for testing the existence of an association.

5.2 Contributions & Implications for HRI
While reproducibility has been vividly discussed in relation to the
psychological, social, and medical sciences, its criticality is broadly
evident. For example, the findings of a 2016 Nature survey called
into question the general reliability of research across Biology,
Physics, Engineering, and Medicine, where more than 60% of the
researchers surveyed (N = 1, 576) reported that they failed to
reproduce experiments by other researchers and over 40% reported
failures to reproduce their own work [2]. Although HRI research
has not been similarly surveyed, the analysis of the 2017 ICRA
Proceedings ([8]) – wherein only 2% of the publications referenced
build-able and run-able source code, with only one that could be
run off-the-shelf – taken together with failures to replicate prior HRI
findings (e.g., [23, 39]), the homogeneity of sampling in HRI research
[3], and indications that perceptions of robots are demographically
variable (e.g., [27, 28, 32]) underscore a need for attention to the
reproducibility of both systems and theories.

To motivate reproducible research, mechanisms have emerged
such as dedicated publication venues with requirements of traceable
and executable source code to ensure future access to contemporary
robotics software (e.g., the Robotics and Automation Magazine;
[5]). Still, there remain substantial barriers to carrying out HRI
reproductions including the availability of robot platforms and
software for exactly reproducing their behavior.

The aim of the present work was to explore these barriers, with
respect to the joint Simon effect in a human-robot teaming scenario
(the joint Simon task), thereby addressing multiple levels of both
technical and experimental reproducibility. Because the initial find-
ings by Stenzel and colleagues suggest human-robot teaming can
be facilitated by human-like embodiments [38], the JSE – if robust
– carries a strong design implication (i.e., increase the humanlike-
ness of robots intended for joint action with human partners). By
pursuing a multi-institution research cooperation, we were able to
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